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Abstract
Configure Balabit’s Privileged Session Management (PSM) to work with Privileged
Account Analytics (PAA, formerly called Blindspotter (BSP)).
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Introduction

1. Introduction
This guide walks you through the steps required to configure Balabit’s Privileged Session Management (PSM)
so that you can start analyzing session data and user behavior using Privileged Account Analytics (PAA).
PAA integrates data from PSM to use as the basis of user behavior analysis. PAA uses machine learning
algorithms to scrutinize behavioral characteristics (using data from PSM), and generates user behavior profiles
for each individual privileged user. PAA compares actual user activity to user profiles in real time, with profiles
being continually adjusted using machine learning. When PAA detects unusual activity, this is indicated on the
user interface of PSM in the form of high scores and visualized insight.
Note
The primary audience of this guide is One Identity Pre-Sales and Support Engineers, as well as Engineers representing
One Identity's Partners.
If you wish to configure PSM to interwork with PAA as an end user, contact the One Identity Support Team or Professional
Services for assistance.

All questions, comments or inquiries should be directed to <info@balabit.com> or by post to the following address: One Identity LLC 1117 Budapest, Alíz Str. 2 Phone:
+36 1 398 6700 Fax: +36 1 208 0875 Web: https://www.balabit.com/
Copyright © 2018 One Identity LLC All rights reserved. This document is protected by copyright and is distributed under licenses restricting its use, copying, distribution,
and decompilation. No part of this document may be reproduced in any form by any means without prior written authorization of One Identity.
All trademarks and product names mentioned herein are the trademarks of their respective owners.
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2. Before you start
2.1. Prerequisites
Privileged Session Management has the following requirements when using it with Privileged Account Analytics:
Type

Requirement

PSM version

Any supported version from version 5 F4 onward, ideally the latest one.

License

A license that has Privileged Account Analytics (PAA) enabled.
To find out if your license supports PAA, obtain a debug bundle, and check license
information in the configuration XML.
For details on how to obtain a debug bundle, see Procedure 23.5, Collecting logs
and system information for error reporting in The Balabit’s Privileged Session
Management 5 F6 Administrator Guide.
Alternatively, if you are unsure whether you have licensing enabled, it is safe to
assume that you do not.
Note
If you are using PSM 5 F5 or later, you are able to run PAA without a license option
for 2 months.

Access rights
Session
data
network traffic

A user account with admin access rights.
from Session data that:
■ contains real, unique usernames linked to users other than
root/administrator or a shared account
■ has commands extracted
■ has keystrokes extracted
■ has window titles extracted
For more details, see Prerequisites for analyzing data with PAA (p. 8).
Table 1. Privileged Session Management prerequisites

Note
If you are upgrading to PSM version 5 F4 or later from an earlier version, wait for the session database upgrade to finish.
To track progress, check the system monitor. It displays a message telling you that the session database upgrade is in
progress, and it also shows the percentage of completion.
You can also go to Search > Search, where all data that has been through the upgrade process is available.
In the case of large databases, the upgrade can take hours or even days, but the system should remain completely usable
during the process. The upgrade starts with the most recent sessions and goes backward in time.
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2.2. Limitations
PSM used in combination with PAA currently has the following limitations:
■ PAA is only supported on the T10 appliance or equivalent due to memory requirements.
■ PAA requires a lot of computation, which can put pressure on PSM:
• The keystroke algorithm is much more resource-hungry than the other algorithms, therefore our
recommendation is to start analyzing data using the algorithms that require less resources.
• Before you start using PAA, make sure that at least half the capacity of PSM is available.
■ PAA only analyzes audit trails and PSM metadata, it does not analyze log data.
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3. Algorithms
Privileged Account Analytics analyzes user behavior with the help of algorithms, also called analytics.
The algorithms of Privileged Account Analytics are mathematical methods that can be used to analyze session
data from multiple angles. Algorithms have to be trained using a history of session data. Based on this training,
an algorithm can build a baseline of a particular user's behavior and score new sessions. Scores will indicate
whether a particular user's behavior is normal or unusual, compared to the baseline. Algorithms also provide
visualization to display insight about user behavior.
Currently, the following algorithms are supported:
■ The keystroke algorithm is able to tell whether a user is really who they say they are based on their
typing dynamics. PAA compiles a typing profile for each user based on how many seconds it typically
takes for the user to press combinations of keys on their keyboard. The keystroke algorithm analyzes
keyboard data coming from RDP or SSH sessions and compares it with the user's profile.
■ PAA compiles a commands profile for the user based on the commands that they usually execute.
The command algorithm determines the probability of the occurrence of certain commands within
a session.
■ The login time algorithm builds a profile based on the exact time in a day when a user logs in.
Based on the user's profile, it can tell how unusual the time of login is, given the daily distribution
of the user's login events in the past.
■ The host login algorithm analyzes how similar two hosts are based on the users that log in to those
hosts. When a user logs in to a host that they never or only very rarely log in to, that will not be
considered an anomaly if that host is similar to other hosts that the user frequently uses.
■ The frequent item set (fis) algorithm is similar to a "customers who bought these items also bought"
type of algorithm used on e-commerce websites. It examines multiple attributes of sessions and
attempts to find values that frequently appear together, forming a set. Using this information, the fis
algorithm is able to discover patterns in user behavior, such as "this person only uses RDP in the
middle of the night from this IP address".
■ The window title algorithm analyzes window titles to uncover unusual user behavior, that is, it
identifies users based on what window titles they usually have on their screen. It is currently an
experimental algorithm and is disabled by default.
The range of algorithms available is planned to be extended in future releases.

4. Procedure – Enable Privileged Account Analytics
Prerequisites:
A license that has Privileged Account Analytics (PAA) enabled.
Purpose:
To enable PAA, complete the following steps.
Steps:
Step 1. Go to Basic Settings > Local Services > Privileged Account Analytics.
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Figure 1. Basic Settings > Local Services > Privileged Account Analytics

Step 2. Select the Enable checkbox.
Step 3.
Click

.

5. Procedure – Configure analytics
Purpose:
Select the analytics (also called algorithms) that you wish to use to analyze session data and enable them in
PSM.
Session data is scored by any combination of algorithms that you enable. The scores given by algorithms are
aggregated to create a single score.
During the aggregation process, the lowest and highest scores are removed. This is required in order to lower
the number of false positives and false negatives. A typical attack is indicated by signs of unusual user behavior,
unusual from multiple points of view. However, some things are usually perfectly normal about even the
strangest sessions. This is why removing scores at the two extremes helps minimize the number of false positives
and false negatives.
To configure algorithms in PSM, complete the following steps.
Steps:
Step 1. In PSM, go to Policies > Analytics Policies.
Step 2. Enter a name for your analytics policy.
Step 3. For each algorithm, select one of the following values:
■ Disable: Select this value if you do not want to use a particular algorithm.
■ Use: Select this value if you want to use a particular algorithm.
■ Trust: Select this value if you want to use a particular algorithm, and wish to include in the
final aggregated score all the scores given by this algorithm.
Remember that during score aggregation, the lowest and highest scores are removed. You
can choose to override this principle by selecting Trust for those algorithms that you wish
to have a bigger weight in the final, aggregated, single score.
Step 4.
Click
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Figure 2. Policies > Analytics Policies — Recording an analytics policy

Step 5. Go to <Protocol name> Control > Connections, and in the Analytics policy field, select the policy
that you want to use for your connections.
Figure 3. <Protocol name> Control > Connections > Analytics policy — Adding an analytics policy to a connection policy

Step 6.
Click

.

6. Procedure – Analyze data using Privileged Account Analytics
Prerequisites:
Make sure that you have session data from network traffic that:
■ contains real, unique usernames linked to users other than root/administrator or a shared account
To check this, navigate to Search > Search, and check whether the Username column contains
data. This is important, because session data will be linked to users.
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If you do not have unique usernames in your session data, review your authentication settings and
consult with the One Identity Professional Services team to learn about your options to tie accounts
to users.
■ has commands extracted (using lightweight or full indexing, or in real-time through content policies)
For instructions on how to configure indexing and include commands in the scope of indexing, see
Chapter 15, Indexing audit trails in The Balabit’s Privileged Session Management 5 F6 Administrator
Guide.
For details on how to configure real-time command extraction using a content policy, see Procedure
7.6.1, Creating a new content policy in The Balabit’s Privileged Session Management 5 F6
Administrator Guide.
■ has keystrokes extracted (using lightweight or full indexing, or in real-time through content policies)
The minimum required amount of data for reliable insight is 5 sessions with approximately 200
keystrokes each.
For instructions on how to configure indexing and include typing biometrics in the scope of indexing,
see Chapter 15, Indexing audit trails in The Balabit’s Privileged Session Management 5 F6
Administrator Guide.
For details on how to configure real-time extraction of keystroke-related data using a content policy,
see Procedure 7.6.1, Creating a new content policy in The Balabit’s Privileged Session Management
5 F6 Administrator Guide.
■ has window titles extracted (using lightweight or full indexing, or in real-time through content
policies)
For instructions on how to configure indexing and include window titles in the scope of indexing,
see Chapter 15, Indexing audit trails in The Balabit’s Privileged Session Management 5 F6
Administrator Guide.
For details on how to configure real-time window title extraction using a content policy, see Procedure
7.6.1, Creating a new content policy in The Balabit’s Privileged Session Management 5 F6
Administrator Guide.
Purpose:
To start using PAA, complete the following steps.
Steps:
Step 1. Build the first baseline. You can do this in either of the following ways:
■ Wait for the daily periodic building to kick in (run by cron).
■ Log

in

through

SSH

into

the

core-shell,

and

then

issue

/opt/pam-pipeline/bin/build-baselines.
For the first run, running it with -ld (log to console and debug) is a good idea, it will not

affect performance.
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It might take a while for baseline building to complete if there is a lot of data, so it makes
sense to run it in screen from a fixed node.
Baseline building is a periodical asynchronous process, meaning that incoming sessions do not
immediately change the baseline.
Step 2. Check if the baselines have been built:
Step a. Connect to PostgreSQL, the database that permanently stores the outcome of any
analyses performed by PAA for later display on the Search interface:
psql -U paa paa

Step b. Issue SQL queries to get a list of users for whom a baseline has been built:
■ For the keystroke algorithm, use:
select distinct user_id from keystroke;

■ For the command algorithm, use:
select distinct user_id from command;

■ For the login time algorithm, use:
select distinct user_id from logintime;

■ For the host login algorithm, use:
select distinct user_id from hostlogin;

■ For the fis algorithm, use:
select distinct user_id from fis;

■ For the window title algorithm, use:
select distinct user_id from windowtitle;

Scoring only happens when there is a baseline.
Step 3. Start getting scores.
Scoring happens in real-time, meaning that as soon as new data (even data from an ongoing session)
is available, PAA immediately scores it.
Tip
When data is not immediately available to you and you are unable to wait until sufficient amount of data
comes in from production traffic, you can resort to the following:
■ Manually reindex historical sessions. For details, see Procedure 7, Reindex historical
sessions (p. 17).
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■ Specifically for window title data, run the process-historical-window-titles command
to invoke window title processing for sessions that have been both closed and indexed.
This can be useful, for example, when you have upgraded from a PSM version earlier than 5
F6 or you simply have never used the window title algorithm, and therefore PSM has not done
any window title processing before.

Scores represent an aggregated amount. Session data is scored by multiple algorithms independent
from each other. Scores given by individual algorithms are aggregated to create a single score.
Step 4. Search for sessions with high scores.
Step a. Go to Search > Search.
Sessions are displayed sorted by date. For ongoing sessions, the Search interface is
updated in real-time to always show the most up-to-date information.
Step b. In the Search query field, type score.aggregated: [80 TO 100], and click
Search.
A score between 80 and 100 indicates unusual user behavior.
Figure 4. Searching for sessions with unusual user behavior using a search query

Results that show sessions with high scores are displayed.
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Figure 5. Sessions with high scores — table view
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Figure 6. Sessions with high scores — card view

For detailed instructions on how to search effectively and replay audit trails that contain interesting
events, see Chapter 17, Using the Search interface in The Balabit’s Privileged Session Management
5 F6 Administrator Guide.
Step 5. To view details of a session, click
Alternatively, click

when you are in table view.

when you are in card view.

Step 6. Click the analytics tab.
The top of the page displays a summary of key insights about the session, such as:
■ The aggregated score (indicated by a gauge). The following color codes are used:
• Scores between 80-100 indicate unusual behavior, their color code is red.
• Scores between 70-79 indicate behavior that might require further analysis and attention,
their color code is amber.
• Scores between 0-69 indicate normal behavior, their color code is gray.
■ A one-sentence summary of each algorithm's verdict about the session and user behavior.
The Anomalies found and Normal behavior sections of the page display detailed analyses provided
by each of the configured algorithms. This includes short information on how a particular algorithm
works and how to read the visualized insight, as well as scores given by the individual algorithms.
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Figure 7. Search — Viewing details on the analytics tab: Anomalies found
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Figure 8. Search — Viewing details on the analytics tab: Normal behavior
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7. Procedure – Reindex historical sessions
Purpose:
When data is not immediately available to you and you are unable to wait until sufficient amount of data comes
in from production traffic, you can resort to manual reindexing.
To manually reindex historical session data, complete the following steps.
Warning
Hazard of data loss! Reindexing can potentially crash your system or lead to permanent loss of audit data. Reindexing is
therefore recommended only to advanced users. Do not reindex session data unless you exactly know what you are doing.

Step 1. Connect to metadb (the PostgreSQL database of PSM):
psql -U scb scb

Step 2. Check the index status of sessions to see the volume of unindexed sessions:
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select index_status, count(*) from channels group by index_status order by
index_status;

Step 3. Trigger the reindex (in this example, for sessions from the last 100 days):
update channels set index_status=1 where index_status=3 AND session_start >
(SELECT extract(epoch from now()) - 8640000);

To check progress, you can use the indexer_status page or the SQL query in the step about checking
the index status of sessions (p. 17).
Step 4. Wait approximately 5 minutes before building baselines.
The results of reindexing are picked up after about 5 minutes.
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